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Motivation Language-Specificity and L1 Retention

= Prior work: Syntactic phenomena recruit shared or language-specific components, but mainly in
fully trained models [3].

= Gap: When and how these representations emerge during training remains unclear.

= Challenge: Heterogeneous training mixtures obscure the effects of language exposure, order,
and data proportions.

= Sequential training: substantially lower final Dutch BLIMP-NL accuracy and weaker Dutch unit
overlap.

= L1 forgetting: reduced Dutch performance after Dutch exposure ceases is consistent with
catastrophic forgetting.

= Approach: Controlled bilingual models + dense checkpoints enable fine-grained analysis across = Simultaneous training: continued Dutch-English exposure better preserves Dutch grammatical
training. knowledge and representational overlap.
= Aim: Test how typological proximity and training curriculum shape syntactic representation = [mplication: training curriculum affects not only English syntactic representations, but also
development. retention of L1-specific grammatical knowledge.
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= Functional localisation: Syntax-responsive units are identified from activation differences

between grammatical and minimally different ungrammatical sentences using a Welch t-test.

= Localisation stability: Two-fold cross-validation measures how consistently the same units are
recovered from independent data subsets.

= Cross-phenomenon sharing: Overlap between localised unit sets tests whether different
syntactic phenomena recruit shared components.

= Training dynamics: Dense checkpoints allow us to examine when syntax-responsive units
emerge and how localisation changes throughout training.

= Typological comparison: BLIMP-style benchmarks across typologically diverse languages allow ' ' ' '
us to test whether linguistic similarity predicts greater sharing or language-specific specialisation. 64k 65k 80k 128Kk

Training checkpoint

Shared stable units

A Case Study: L1 Dutch L2 English

Figure 1. BLIMP within-category cross-overlap of syntax-responsive units for (a) simultaneous and (b) sequential models
across checkpoints 64k, 65k, 80k, and 128k.

* Pilot setting: Dutch (L1) — English (L2), before extending to broader typological and curriculum
comparisons.

= Models: GPT-2-style bilingual models under two training regimes: Discussion & Implications

= Simultaneous: continued mixed Dutch-English exposure.
» Sequential: switches entirely from Dutch to English halfway through training.

* Training curriculum shapes syntactic representations: simultaneous and sequential exposure

= Training dynamics: Analyse four checkpoints from English introduction to the end of training. oroduce distinct representational trajectories rather than a uniform shift across syntax.

* Goal: Track changes in model behaviour and syntax-responsive representations across training " Effects are phenomenon-specific: different syntactic constructions show different patterns of unit

sharing, suggesting that syntactic representation development is not homogeneous.

\X/hy Dutch—English? = Representation sharing is dynamic: overlap between syntax-responsive units changes across
checkpoints, showing that conclusions drawn only from final models can miss important
= Controlled comparison: Dutch and English are closely related Germanic languages, providing a developmental differences.

useful first test of cross-lingual syntactic sharing.

= Curriculum contrast: Simultaneous and sequential training isolate the effect of continued
bilingual exposure versus an L1—L2 transition.

= Checkpoint analysis: Tracking models after English introduction reveals when syntax-responsive
units emerge, stabilise, or reorganise.

= Pilot role: Establishes the analysis pipeline before extending to more typologically distant
language pairs and additional curricula. = Next step: extend beyond Dutch-English to typologically diverse language pairs and additional

curricula to test whether these developmental patterns generalise.

= L1 knowledge depends on continued exposure: weaker Dutch performance and overlap under
sequential training are consistent with greater forgetting once L1 exposure ceases.

= Controlled bilingual models are informative: they allow training order, exposure, and language
pairing to be manipulated directly, enabling cleaner analysis of the factors shaping multilingual
representations.

Pilot Results

Phenomenon-Specific Effects
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