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LangMAP: A Language Adaptive
Approach to Tokenization

Clara Meister, Suchir Salhan, Andrzej Szablewski, Pietro Lesci, Paula Buttery & Tiago Pimentel

£ English-centric tokenizers often fragment morphologically rich languages and non-Latin scripts
PrOblem into more tokens

¢ Longer sequences increase compute and API costs

“* Poor token boundaries can obscure meaningtful morphological structure.

LangMAP

( Rathaus ) . .
LangMAP adapts a pretrained tokenizer to a
We observe that one 1 token . | i vlv by ch o a h
vocabulary can have Our Solution anguage simply by changing how we score
many valid ( Rat, haus ) existing tokens, rather than changing the
segmentations. 2 tokens vocabulary itself!

( Ra, th, aus )

3 tokens

HOW DOES LANGMAP WORK?

Step 1: The vocabulary V fixes the candidate segmentations. Same vocabulary = same

Fix shared candidates for every language

vocabulary V

[input "Rathaus"]—l'* A Rathaus B Rat haus C Ra th aus

Step 2: Each language's distribution ¢ assigns a log-probability to each candidate, where ¢ is learned via the UnigramLM algorithm on data
from that language

- Step 3:
Each language gets its own token frequency profile ¢E — each language gets its own : : :
Estimate cIJE per Viterbi segmentation segmentations Return the .hlgheSt |Ike|lh00d
language via EM per language segmentation across all languages.
German ¢_ English ¢_ Bayes' rule —
A log p = —3.2 ¢ log p = —8.7 posterior over per-lang
B |Rat |haus B |Rat |haus segmentations
C |Ra/ th! aus A | Rathaus | P(Rathaus) = 0 under P,
J P(T(55¢£)5¢£)
S p(£|s)=
D A P(T(3§¢£' )§¢£’)
argmax (Eq. 8): -3.2>-8.7 —> language identified implicitly: German
7(s) = argmax . p(v|s; )
Results
LangMAP improves morphological segmentation across natural languages Setup

and consistently aligns code tokens with AST structure with minimal
computational overhead.

MorphScore gains by language and model e Base Models: Qwen2.5-0.5B, Llama-3.2-1B:
L Qwen, Llama, Gemma, Mistral tokenizers.
» Method:
025 Qwen2.5-0.58 Hama-3.2-18 o Train LangMAP tokenizers (trained on 25M

language tokens), compare against original
base model tokenizer and language-agnostic
UnigramLM.
o Finetune models with LangMAP v base
tokenizer.
o Intrinsic Tokenizer Evaluation Metrics:
o Morphological boundary alignment, AST
boundary alignment
 Downstream:

. > MultiBLiMP, FLORES+ (bits/byte), Belebele
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LangMAP improves
morphological
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LangMAP improves code
segmentation (AST Alignment)

* 95% confidence interval excludes zero. Qwen Hindi recall = 1.0000 by construction.

Target-language MultiBLIMP accuracy: Qwen2.5-0.5B
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0.95 - Intrinsic code-tokenizer metrics
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Fine-tuning with LangMAP
° Overall AST alignment - +0.027 % | 100% improved
segmentations does not 901
M Identifier alignment 4+0.028 * | 99% improved
show consistent
i m P rove me nts ° Operator alighment A +0.025 % | 97% improved
| | Delimiter alignment 4+0.030 % | 100% improved
: . 1 Literal alignment A +0.029 % | 93% improved
Keyword alignment - +0.003 * | 51% improved
0.70 A
Identifier fragmentation rate - -0.009 * | 94% improved
0.65 A
Mean tokens per idenfifi@d % | 86% improved
0.60- | —OI.O3 —01.02 —0].01 O.IOO 0.]01 0.62 0.63 0.64 0.65

Finnish Hungarian Turkish Arabic Hindi Delta (LANGMAP — ORIGINAL)




