Claude reinvestigates herself: A replication of different types of
syntactic agreement recruit the same units in LLMs
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Motivation

- Syntactic Interpretability: How is grammar represented
within language models?

- Cross-linguistic and cross-phenomena patterns: Are
there similarities in grammatical representations across
different syntactic structures and languages?

- Reproduced the key findings of Kryvosheieva et al. |2]
through ablation, cross-overlap and cross-validation

analyses on BLIMP across seven LLMs, extending the
analyses to RuBLIMP and SLING using Gemma-3 4B.

- Our findings are consistent across different
interpretability methods, suggesting that the observed
pattern of unit localisation generalises across
methodological approaches.

- Method-dependent results highlight the need for
cross-method validation

- Cross-Linguistic Extension to Dutch, Russian and Turkish
BLIMP-style datasets to assess cross-linguistic
generalisability.

The Original Study

Using minimal pair benchmarks, Kryvosheieva et al. [2] in-
vestigated the localisation and overlap of syntax-responsive
units in LLMs, identifying units by selecting the top-n% most
responsive to each phenomenon. The paper has three main
findings:

1. LLMs recruit localised units for specific phenomena.

2. Different instances of syntactic agreement recruit sharec
syntactic units.

3. The pattern replicates in Russian and Chinese; there is
partial overlap cross-linguistically (typologically closer
languages share more units for agreement).

Extension Methods

- Attention Head Analysis identifies the top 10 attention
heads per syntactic phenomena, then measures their
overlap across syntactic phenomena to assess shared
representations.

- Differential Binary Masking learns a binary mask over
units, adapting the Hard-Concrete gate of Louizos et al.
3]

- DBM'’s discriminative objective finds model units that
contain information about a syntactic phenomena.

- DBM’s causal objective identifies units that are
responsible for a phenomenon, by ablating selected
units and checking whether the model's grammaticality
judgements are worse.

- Distributed Alignment Search [1] locates a linear
subspace of a model representation with a training
objective defined by Iinterchange interventions.
identifies units that show a causal, not correlational
relationship with grammaticality
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Results

Attention-Head Results

- Shared representations: Related syntactic phenomena
recrult overlapping attention heads across models.

- Functional overlap: Anaphor agreement, Principle A
c-command, and determiner-noun agreement show
recurring head sharing.

- Model dependence: The extent and organisation of
overlap vary across architectures and languages.

Gemma-3 4B | lama-3.2-3B Phi-4-mini

Figure 1. Pairwise attention-head overlap across selected BLIMP phenomena for Gemma-3-48,
Llama-3.2-3B, and Phi-4 Mini. For each phenomenon, the ten heads with the largest
grammatical-ungrammatical attention difference are selected. Each off-diagonal cell reports the
proportion of these heads shared by a pair of phenomena; the diagonal is omitted.

Cross-Linguistic Dataset Results

- Dutch: Uneven localisation and weak functional
grouping; parasitic gaps exhibit the clearest stability.

- Turkish: Strong cross-fold overlap (47-93%), with partial
sharing between agreement phenomena.

- Russian: Cross-benchmark overlap exceeds chance
(3.94% vs. 1%) but is lower than within-benchmark
overlap (15.86-26.94%).

Overlap of Anaphor Agreement with other TurBLIMP phenomena
(gemma-3-4b-pt, top 1% units)

i Random = 1%
Subject Agreement - i 15.63%
Suspended Affxation {1 N 13-¢5°%
Arg. Struct. Trans. i 10.92%
Nominalization - i 9.89%
Scrambling A i 9.31%
.
Arg. Struct. Ditrans. _ 8.05%
Irregular Forms - i 4.25%
Determiners - i 4.02%
.
Quantifiers _ 3.22%
Binding - i 3.10%

Relative Clauses - i 2.87%

Ellipsis
NPI Licensing
Island Effects

Passives

0 5 10 15 20 25
Percentage of units

Figure 2. Cross-phenomenon overlap between Anaphor Agreement and the remaining TurBLIMP
phenomena for Gemma-3 4B. Bars report the percentage of top-1% localised units shared with
Anaphor Agreement. The dashed line indicates the analytical random expectation of 1%.

Findings

- Findings support the existence of reusable syntactic and
morphosyntactic representations across models and
languages.

- Attention-head overlap reveals shared components
across phenomena, although this sharing is broader and
less agreement-specific than in the residual-unit analysis

of Kryvosheieva et al. [2].

- The DBM and DAS results further corroborate the
presence of shared internal representations, while the
neuron-level analyses provide cross-linguistic and
cross-model evidence for morphosyntactic localisation.
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